

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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  # ARM Compute Library Driver

[![GitHub license](http://OAID.github.io/pics/apache_2.0.svg)](../LICENSE)

[Tengine](https://github.com/OAID/Tengine) has already supported the driver of ARM Compute
Library. This version, ACL Driver only can use OpenCL device.

## 1.How to use ACL Driver in Tengine

### build ACL

`
git clone https://github.com/ARM-software/ComputeLibrary.git
git checkout v18.05
scons Werror=1 -j4 debug=0 asserts=1 neon=0 opencl=1 embed_kernels=1 os=linux arch=arm64-v8a
`

### build Tengine with ACL

To enable ACL driver support in Tengine, please uncomment CONFIG_ACL_GPU and ACL_ROOT in makefile.config.

```
# Enable GPU support by Arm Computing Library
CONFIG_ACL_GPU=y

# Set the path of ACL
ACL_ROOT=/home/firefly/ComputeLibrary
```

## 2.How to use ACL Driver

Normally, the ACL Driver is not the default driver for Tengine to run a graph.

If you want to use ACL Driver to run a graph, please change the default device by using set_graph_device() in your application.

Below is an example about using ACL Driver.

```
Example:


./build/tests/bin/bench_sqz -d acl_opencl




```
acl_opencl is the ACL device name.

```
tests/bin/bench_sqz.cpp:


std::string device;
…
while((res = getopt(argc, argv, “p:d:r:”)) != -1)
{


switch(res)
{


…
case ‘d’:


device = optarg;
break;




…




}





	if(!device.empty())
	set_graph_device(graph, device.c_str());





…




```
The whole source code, please refer to [tests/bin/bench_sqz.cpp](../tests/bin/bench_sqz.cpp).



            

          

      

      

    

  

    
      
          
            
  # Tengine  Performance Report

## Revision Record
|    Date    | Rev |Change Description|Author
| ---------- | --- |---|—|
| 2018-12-27 |  0.9 |update newest benchmark|ZhangRui/LuoHao
| 2020-02-28 |  1.12 | update benchmark | ZengJieJun

—

## Catalog

#### [Test Environment](benchmark.md#test-environment-1)
#### [Test Steps](benchmark.md#test-steps-1)
#### [Performance](benchmark.md#performance-1)

—

## Test Environment
- Tengine : 1.12.0
- Broad : Firefly-3399 (RK3399), TinkerBoard (RK3288)
- Operating System : Ubuntu 16.04.

—

## Test Steps

### Step1. install Tengine

For more information about the build of Tengine, please refer to the documentation of [install](install.md).

### Step2. lock the cpu frequency at maximum

Please set the scaling governer into performance. Below is an example to set the big core of RK33399 to performance mode.

`bash
> sudo su #switch to root user
> cat  /sys/devices/system/cpu/cpufreq/policy4/scaling_available_governors   #check which available policy, note that policy4 is for A72 on RK3399 and policy0 is for A53
conservative ondemand userspace powersave interactive performance
> echo performance > /sys/devices/system/cpu/cpufreq/policy4/scaling_governor #set performance policy
> cat /sys/devices/system/cpu/cpufreq/policy4/cpuinfo_cur_freq     #check cpu frequency
1800000
`

### Step3: test benchmark squeezenet_v1.1 and mobilenet_v1


	get model


You can get the models from [Tengine model zoo](https://pan.baidu.com/s/1Ar9334MPeIV1eq4pM1eI-Q) (psw: hhgc)
And then, put the “mobilenet.caffemodel”, “mobilenet_deploy.prototxt”, “squeezenet_v1.1.caffemodel”, “sqz.prototxt” in ~/tengine/models.






	set CPU


By setting the environment variable TENGINE_CPU_LIST, different working CPUs can be set.

For RK3399:
```


1 A72: export TENGINE_CPU_LIST=5
2 A72: export TENGINE_CPU_LIST=4,5
1 A53: export TENGINE_CPU_LIST=2
4 A53: export TENGINE_CPU_LIST=0,1,2,3




`
For RK3288:
`


1 A17: export TENGINE_CPU_LIST=2
4 A17: export TENGINE_CPU_LIST=0,1,2,3




```






	run int8/float32 inference


By default, Tengine run inference as float32. To run int8 inference, you need to set the env_variable KERNEL_MODE as 2. And set it back to 0 to run float32 inference.
`
export KERNEL_MODE=2  # run int8 inference
export KERNEL_MODE=0  # run float32 inference
`








—

## Performance

### RK3399

#### MobileNet



| Float32(ms) |



———- | —|

rk3399(1*A72) | 176.4 |

rk3399(2*A72) | 62.5  |



#### SqueezeNet
|   | Float32(ms) |
| ———- | —|
| rk3399(1*A72) | 117.4  |
| rk3399(2*A72) | 44.8   |

### RK3288

#### MobileNet



| Float32(ms) |



———- | —|

rk3288(1*A17) | 463.0 |

rk3288(4*A17) | 73.4 |



#### SqueezeNet
|   | Float32(ms) |
| ———- | —|
| rk3288(1*A17) | 247.2 |
| rk3288(4*A17) | 48.0  |

Notes:<br>
(1) We take the average time of N repeats.<br>
(2) We run N=100 times per test case.<br>



            

          

      

      

    

  

    
      
          
            
  # Build Tengine for android
The document describes how to build Tengine for android.

## Catalog

#### [Building Tengine for android](build_android.md#building-tengine-for-android-1)
#### [Run Tengine on android device](build_android.md#run-tengine-on-android-device-1)

##  Building Tengine for android

### 1. Download Tengine project
`
git clone https://github.com/OAID/tengine/
`
### 2. Download Android ndk, OpenBLAS, OpenCV, Protobuf and ComputeLibrary

Download the below files from [Tengine Android build](https://pan.baidu.com/s/1-zsqxXXcZEXmCip-nQzcIw) (password: wtcz):
```



	android-ndk-r16-linux-x86_64.zip


	Openblas_0220_android.tgz







`
### 3. Unpack Android ndk and OpenBLAS
`
unzip android-ndk-r16-linux-x86_64.zip
tar -zxvf Openblas_0220_android.tgz
`
### 4. Set system environment
Edit example_config/arm_android_cross.config
`
ANDROID_NDK=/home/test/android-ndk-r16
PROTOBUF_LIB_PATH=/home/test/protobuf/arm64_lib
PROTOBUF_INCLUDE_PATH=/home/test/protobuf/include
ACL_ROOT=/home/test/acl
```

### 5. Build tengine
`
cd ~/tengine
bash android_build.sh example_config/arm_android_cross.config
`

### 6. Build example
### 6.1. Set the TENGINE_DIR
If run Tengine with Openblas, please set the -DCONFIG_ARCH_BLAS=ON, and you must set the correct BLAS_DIR in example_config/arm_android_cross.config.
`
cd ~/tengine/examples
vim android_build_armv7.sh or  vim android_build_armv8.sh
`
Make sure the install directory is in your TENGINE_DIR.

### 6.2. Build the example
`
cd ~/tengine/examples
mdkir build
cd build
../android_build_armv7.sh or ../android_build_armv8.sh
make -j4
`
—
### 7. Run Tengine on android device
### 7.1. Prepare files
`
cd ~/tengine
./android_pack.sh example_config/arm_android_cross.config
cp -rf ./models ./android_pack
cp -rf ./install/benchmark ./android_pack
`
Other files:



	images(cat.jpg, bike.jpg or others)


	examples/build/imagenet_classification/Classify







<br />
Copy these files into ~/tengine/android_pack

### 7.2. Install adb

`
sudo apt-get install android-tools-adb
adb push ./android_pack /data/local/tmp/
`

### 7.3. Run
`
adb root
adb shell
cd /data/local/tmp/android_pack
export LD_LIBRARY_PATH=.
./benchmark/bench_sqz
`
Ouput message:
`
0.2831 - "n02123045 tabby, tabby cat"
0.2714 - "n02123159 tiger cat"
0.1687 - "n02119789 kit fox, Vulpes macrotis"
0.0843 - "n02124075 Egyptian cat"
0.0750 - "n02085620 Chihuahua"
`



            

          

      

      

    

  

    
      
          
            
  # Create device for new SoC

Tengine can automatically probe a SoC as running device, also can manually create a device for new SoC.

—
## 1. Predefined SoC
Tengine predefines some SoCs. You can get these SoCs by using get_predefined_cpu().


	rk3399    4xA53 + 2xA72


	a63       4xA53


	rk3288    4xA17


	r40       4xA7


	kirin960  4xA53 + 4xA73


	apq8096   4xA72




—

## 2. Manually set SoC
Below is an examples about how to create a device for SoC(4xA55).

### 2.1. Set new SoC info
The declaration of struct cpu_cluster and cpu_info is in [cpu_device.h](../core/include/cpu_device.h).
```



	struct cpu_cluster my_cluster = {4, 1520, CPU_A55, ARCH_ARMV8,
	32<<10, 52<<10, {0, 1, 2, 3} };





struct cpu_info my_soc = {“my_soc”, “my_board”, 1, 0, &my_cluster, -1, NULL};




```

### 2.2. Create device
After init_tengine() has been called
```


int cpu_list={0,1,2,3};
set_online_cpu(&my_soc, cpu_list, 4);
create_cpu_device(“my_device”, &my_soc);




```

### 2.3. Set the device as default device
```


set_default_device(“my_device”);




```

### 3. Run graph
Tengine can run graph on the created device
```


prerun_graph(graph);
run_graph(graph,1);




```



            

          

      

      

    

  

    
      
          
            
  
	Platform: EAIDK (Linux)





	
	build ACL
	`
git clone https://github.com/ARM-software/ComputeLibrary.git
git checkout v19.02
scons Werror=1 -j4 debug=0 asserts=0 neon=0 opencl=1 embed_kernels=1 os=linux arch=arm64-v8a
`







	
	set GPU frequency
	`
sudo su
echo "performance" >/sys/devices/platform/ff9a0000.gpu/devfreq/ff9a0000.gpu/governor
cat /sys/devices/platform/ff9a0000.gpu/devfreq/ff9a0000.gpu/cur_freq
`
the GPU frequency set to 800000000







	build tengine with ACL



	edit makefile.config




`
CONFIG_ACL_GPU=y
ACL_ROOT=/home/firefly/ComputeLibrary
`
- build
`
make -j4
make install
`






	
	build mssd
	
	download model from [Tengine model zoo](https://pan.baidu.com/s/1Ar9334MPeIV1eq4pM1eI-Q) (psw: hhgc) to ~/tengine/models/:


	build




`
cd example/mobilenet_ssd
cmake -DTENGINE_DIR=/home/firefly/tengine .
make
`







	
	run mssd
	`
export GPU_CONCAT=0           # disable gpu run concat,     avoid frequent data transfer between cpu and gpu
export ACL_FP16=1             # enable gpu fp16
export REPEAT_COUNT=50        # repeat count to run mssd,     get avg time
export ACL_NHWC=1             # run acl graph on NHWC layout
taskset 0x1 ./MSSD -d acl_opencl          # -d acl_opencl to use gpu, taskset 0x1 to bind CPU0(A53)
`
It costs 118ms to run mobilenetssd using GPU + 1A53
`
repeat 50 times, avg time per run is 118.33 ms
detect result num: 3
dog     :100%
BOX:( 138.332 , 209.167 ),( 324.072 , 541.449 )
car     :100%
BOX:( 465.977 , 72.2475 ),( 688.351 , 171.257 )
bicycle :100%
BOX:( 107.306 , 141.191 ),( 573.994 , 415.038 )
`











            

          

      

      

    

  

    
      
          
            
  # How to contribute to Tengine repository

## Before you start contributing you should
Make sure you agree to contribute your code under Tengine (Apache License, Version 2.0) license.

## What can I do for Tengine:

### For Users
- Star our project [Tengine](https://github.com/OAID/tengine) for more users can find us .
- Write tutorials on your blogs.
- Reporting bugs in [issue page](https://github.com/OAID/tengine/issues) if you find bugs of Tengine.
- Submit demo network (shufflenet, vgg, googlenet etc.)to our [examples](https://github.com/OAID/Tengine/tree/master/examples) to help other users.
- Help others, answer questions on [issue page](https://github.com/OAID/tengine/issues).
- Any suggestions for Tengine by [tengine_dev@openailab.com](mailto://tengine_dev@openailab.com).

### For Developers
- Follow [developer guide](https://github.com/OAID/tengine/blob/master/doc/operator_dev.md) to implement more operators
- Support serialization for more DL-framework (tensorflow, mxnet, pytorch,…)
- Help us optimize the core code for more platform: ARMv7
- Build Tengine lib (.a, .so etc.) for Android/IOS users.

## How to Pull Request:
1. [Create a your personal fork](https://help.github.com/articles/fork-a-repo/)


of the [main Tengine repository](https://github.com/OAID/tengine) in GitHub.





	
	Create your branch from master via
	`
git branch mybranch
git checkout mybranch
`
and make your changes in your new branch.







	[Generate a pull request](https://help.github.com/articles/creating-a-pull-request/)
through the Web interface of GitHub.


	General rule for code style, please follow [Google C++ Style Guide](https://google.github.io/styleguide/cppguide.html).




Once you pull request, Tengine developers will review your code. As soon as tested your pull request codes, Tengine developers will merge your pull request and mark your contribution on release announcements.

## Contacts
Have any suggestions or questions to Tengine? Feel free to contact us by [tengine_dev@openailab.com](mailto://tengine_dev@openailab.com).



            

          

      

      

    

  

    
      
          
            
  # Installation Guide

This guide gives instructions on how to build and test Tengine on Linux system. If want to use Tengine for android, refer to [build_android](build_android.md).

## 1. Preparation

### 1.1 Download source code

To get started, git clone the latest Tengine repository.


git clone https://github.com/OAID/tengine/




### 1.2 Install dependent libraries


	For loading caffe model or tensorflow model





	```
	sudo apt install libprotobuf-dev protobuf-compiler





`
* For image preprocessing in test samples
`


sudo apt install libopencv-dev




`
* Tengine-module dependent library
`


opencv, protobuf




```

### 1.3 Edit script
install pkg-config
`
sudo apt install pkg-config
`
if pkg-config can’t find the pc of lib or the libs, you can reference example to edit your linux_build.sh

`
OPENBLAS_LIB=`-L<lib-dir> -l<libname>`
OPENBLAS_CFLAGS=`-I<include-dir>`
`

## 2. Build

`
cd ~/tengine
bash linux_build.sh default_config/x86_linux_native.config
`

## 3. Run demo

Tengine also provides some example programs for tests, and you can easily validate whether your Tengine is successfully built by running these test programs and inspecting the results.


	### 3.1 Run SqueezeNet
	cd ~/tengine
./build/benchmark/bin/bench_sqz





Output message:


0.2831 - “n02123045 tabby, tabby cat”
0.2714 - “n02123159 tiger cat”
0.1687 - “n02119789 kit fox, Vulpes macrotis”
0.0843 - “n02124075 Egyptian cat”
0.0750 - “n02085620 Chihuahua”




### 3.2 Run MobileNet


cd ~/tengine
./build/benchmark/bin/bench_mobilenet




Output message:


8.6167 - “n02123159 tiger cat”
7.9423 - “n02119022 red fox, Vulpes vulpes”
7.8727 - “n02119789 kit fox, Vulpes macrotis”
7.3940 - “n02113023 Pembroke, Pembroke Welsh corgi”
6.3881 - “n02123045 tabby, tabby cat”




For more information about the performance test of Tengine, please refer to the documentation of [benchmark](benchmark.md).



            

          

      

      

    

  

    
      
          
            
  ## Tengine Multi-thread for CPU/GPU Heterogeneous scheduling Guide

This doc will show you how to run Tengine with multi-thread to run Mobilenet-SSD with Heterogeneous scheduling for both CPU and GPU on EAIDK.

## Platform
EAIDK (Linux)
* GPU: Mali-T860
* CPU: dual-core Cortex-A72 + quad-core Cortex-A53

### Set CPU & GPU Frequency
In order to get the best performance, we set both cpu frequency and gpu frequency to be maximum.

`bash
sudo su
# set cpu A53
echo performance > /sys/devices/system/cpu/cpufreq/policy0/scaling_governor
# set cpu A72
echo performance > /sys/devices/system/cpu/cpufreq/policy4/scaling_governor
# set gpu
echo "performance" >/sys/devices/platform/ff9a0000.gpu/devfreq/ff9a0000.gpu/governor
`
you can check the frequencies by
`bash
cat /sys/devices/system/cpu/cpufreq/policy4/cpuinfo_cur_freq   #1800000
cat /sys/devices/system/cpu/cpufreq/policy0/cpuinfo_cur_freq   #1416000
cat /sys/devices/platform/ff9a0000.gpu/devfreq/ff9a0000.gpu/cur_freq #800000000
`
### Cooling Processors
You can also use a fan to cool processors in order to stabilize processor temperatures.

## How it works
In this demo, we create three threads to run Mobilenet-SSD
* thread 0 for CPU 2 A72
* thread 1 for GPU + 1A53
* thread 2 for CPU 4 A53

### Load One Model
Despite we want to create three threads to run Mobilenet-SSD, we only load one model, and all thread use the same model to create their corresponding graphs.

### Create Three Graph & Set Devices
For each thread, we create graph independently. And we set corresponding devices.
```cpp
graph_t graph=create_runtime_graph(“cpu_a72”,model_name,NULL);
graph_t graph=create_runtime_graph(“gpu”    ,model_name,NULL);
graph_t graph=create_runtime_graph(“cpu_a53”,model_name,NULL);

set_graph_device(graph,”a72”);
set_graph_device(graph,”acl_opencl”);
set_graph_device(graph,”a53”);
`
These are done in three functions:
`
cpu_thread_a72
gpu_thread
cpu_thread_a53
```

### Create Three Threads
`cpp
std::thread * t0=new std::thread(cpu_thread_a72,model_name,&avg_times[0]);
std::thread * t1=new std::thread(gpu_thread    ,model_name,&avg_times[1]);
std::thread * t2=new std::thread(cpu_thread_a53,model_name,&avg_times[2]);
`
You can see that three threads use the same model. We also collect each threads’s avg_time to run the graph.

### Run & Results
After running, you can see the performance log:
```
=================================================


Using 3 thread, MSSD performance 23.1135  FPS




You can also verify the results:
* cpu_2A72_save.jpg
* gpu_save.jpg
* cpu_4A53_save.jpg



            

          

      

      

    

  

    
      
          
            
  # Operator Develop Guide

This document explains how to add a new operator into Tengine.

To add a new operator, you should:


	Register the new operator in the directory [Tengine/operator/](../operator).


Operator schema defines an interface for the operator’s functionality, which is independent of the operator’s implemenation. The operator schema defines:
* op name
* op inputs and outputs
* op parameters
* infershape function: used for tensor shape inference in Prerun stage.






	Implement the operator in the directory [Tengine/executor/](../executor/operator).


This is the concrete implementation for operator. There can be multiple implementations for different parameters (for example, conv1x1, conv3x3) or architectures (for example, armv8/armv7).








## An Example of Scale Operator
In this section, we use Scale operator as our example to show how to add it in Tengine step by step.

### Step 1: Create Operator Header File
There are two type of operators:
- Operator without parameters: template <typename T>  OperatorNoParam
- Operator with parameters: template <typename T, typename P> OperatorWithParam

The scale operator is an operator with parameters.


	
	Create ScaleParam file [operator/include/operator/scale_param.hpp](../operator/include/operator/scale_param.hpp):
	```c++
struct ScaleParam {
int   axis;
int   num_axes;
int   bias_term;


	DECLARE_PARSER_STRUCTURE(ScaleParam) {
	DECLARE_PARSER_ENTRY(axis);
DECLARE_PARSER_ENTRY(num_axes);
DECLARE_PARSER_ENTRY(bias_term);





};
};
```







	
	Create Scale file [operator/include/operator/scale.hpp](../operator/include/operator/scale.hpp):
	```c++
class Scale: public OperatorWithParam<Scale,ScaleParam> {
public:


Scale() { name_=”Scale”; }
Scale(const Scale&)= default;
~Scale() {}

void SetSchema(void) override;












### Step 2: Create Operator Cpp File


	
	Set operator schema in file [operator/operator/scale.cpp](../operator/operator/scale.cpp):
	`c++
void Scale::SetSchema(void)
{
Input({"input:float32","gamma:float32","bias:float32"})
.Output({"output:float32"})
.SetAttr("axis",1)
.SetAttr("num_axes",1)
.SetAttr("bias_term",0)
.SetDoc(R"DOC(Scale: only caffe flavor scale)DOC");
}
`







	Add obj-y+=scale.o in file [operator/operator/Makefile](../operator/operator/Makefile).




### Step 3: Register Operator in Operator Plugin
* Add register scale operator in file [operator/plugin/init.cpp](../operator/plugin/init.cpp):


`c++
RegisterOp<Scale>("Scale");
`




### Step 4: Create Implementation in Executor Folder


	Add the implementation of scale operator in file [executor/operator/common/scale.cpp](../executor/operator/common/scale.cpp) and register the implemetation in the function RegisterScaleNodeExec:


```c++
namespace ScaleImpl
{
struct ScaleOps: public NodeOps
{



bool Run(Node * node)
{


// your implementation




}




};




}

using namespace ScaleImpl;
void RegisterScaleNodeExec(void)
{


ScaleOps * ops=new ScaleOps();


	NodeOpsRegistryManager::RegisterOPImplementor(“common”,
	“Scale”,ops);













	Add obj-y+=scale.o in file [executor/operator/common/Makefile](../executor/operator/common/Makefile).




### Step 5: Register Implementation in Executor Plugin


	
	Add RegisterScale_NodeExec in file [executor/plugin/init.cpp](../executor/plugin/init.cpp):
	
	```c++
	extern void RegisterScale_NodeExec(void);
…
RegisterScale_NodeExec();





```











            

          

      

      

    

  

    
      
          
            
  # Operator Schemas
This documentation describes the operator definitions.
- [Operator Schemas](#operator-schemas)



	[BatchNorm](#batchnorm)


	[Concat](#concat)


	[ConstOp](#constop)


	[Convolution](#convolution)


	[Deconvolution](#deconvolution)


	[Detection_output](#detection_output)


	[Dropout](#dropout)


	[Eltwise](#eltwise)


	[Flatten](#flatten)


	[Fully_connected](#fully_connected)


	[Input_op](#input_op)


	[LRN](#lrn)


	[LSTM](#lstm)


	[Normalize](#normalize)


	[Permute](#permute)


	[Pooling](#pooling)


	[Priorbox](#priorbox)


	[PReLu](#prelu)


	[Region](#region)


	[Resize](#resize)


	[Reorg](#reorg)


	[Reshape](#reshape)


	[ReLu](#relu)


	[RPN](#rpn)


	[Roi_pooling](#roi_pooling)


	[Scale](#scale)


	[Slice](#slice)


	[Softmax](#softmax)


	[FeatureMatch](#feature_match)







## BatchNorm
BatchNorm operator carries out batch normalization, only for inference phase.

Inputs:
* input: float32


the input 4-dimensional tensor of shape NCHW





	gamma: float32


	beta: float32


the bias as 1-dimensional tensor of size C(Channel)






	mean: float32


the estimated mean as 1-dimensional tensor of size C(Channel)






	var: float32


the estimated variance as 1-dimensional tensor of size C(Channel)








Outputs:
* output: float32

Parameters:
* caffe_flavor: int


if use caffe version batch_normalization. Default set to 1.





	rescale_factor: float32




## Concat
Concatenate a list of input tensors into a single output tensor.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* axis: int


which axis to concat on, default is set to 1.




## ConstOp
A Constant tensor.

Inputs:

None

Outputs:


	output: float32




## Convolution

It computes the output of convolution of an input tensor and filter kernel.

Inputs:
* input: float32
* weight: float32
* bias: float32

Outputs:
* output: float32

Parameters:
* kernel_h: int


kernel size height





	kernel_w: int


	kernel size width


	stride_h: int


stride size height






	stride_w: int


	stride size width


	pad_h: int


pad size height






	pad_w: int


pad size width






	dilation_h :int


	dilation_w :int


	output_channel: int


number of output channel (number of kernel)






	group: int


	activation: int




## Deconvolution

Deconvolution operator multiplies each input value by a kernel elementwise, and sums over the resulting on output windows.

Inputs:
* input: float32
* weight: float32
* bias: float32

Outputs:
* output: float32

Parameters:
* kernel_size: int


	stride: int


stride size






	pad: int


pad size






	num_output: int


number of output channel (number of kernel)






	dilation: int




## Detection_output

Detection_output operator used in SSD-detection network.

Inputs:
* input: float32

Outputs:
* output: float32


which is coordinates of detected boxes and corresponding confidences for each class




Parameters:
* num_classes: int


number of classes of detection benchmark (21 for VOC and 81 for COCO)





	confidence_threshold: float


	nms_threshold: float


	keep_top_k: int


num of top_k keeping for results of nms








## Dropout

Dropout operator for inference phase is Y=X.

Inputs:
* input: float32

Outputs:
* output: float32

## Eltwise
Compute elementwise operations, such as max or sum, along multiple input tensors.

Inputs:
* input1: float32
* input2: float32

Outputs:
* output: float32

Parameters:
* type: enum (MAX, SUM)

## Flatten
The Flatten operator is a utility op that flattens an input of shape [n, c, h, w] to a simple vector output of shape [n, (c*h*w),1, 1].

Inputs:
* input1: float32

Outputs:
* output: float32

Parameters:
* `axis `: int

## Fully_connected

Fully-connnected computes the results of X*W+b with X as input,W as weight and b as bias.

Inputs:
* input: float32
* weight: float32
* bias: float32

Outputs:
* output: float32

Parameters:
* num_output: int


number of output, which is the size of bias




## Input_op
Inpute operator to feed data into network

Inputs:

None

Outputs:


	output: float32




## LRN

Local Response Normalization normalizes over local input regions.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* local_size: int
* norm_region: int
* alpha: float
* beta: float
* k: float

## LSTM

LSTM operator.

Inputs:
* input: float32
* kernel: float32
* bias: float32,(optional)
* init_c: float32,(optional)
* init_h: float32,(optional)

Outputs:
* output: float32

Parameters:
* forget_bias: float32
* has_peephole: bool
* has_projection: bool
* input_size: int32
* hidden_size: int32
* cell_size: int32
* output_len: int32

## Normalize

Normalize operator normalizes the input alone channel axis with L2 normalization, used in SSD-detection network

Inputs:
* input: float32
* scale: float32

Outputs:
* output: float32

## Permute

Permute operator permutes the input with specific order, used in SSD-detection network.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* order0: int
* order1: int
* order2: int
* order3: int

## Pooling

Pooling takes input tensor and applies pooling according to the kernel sizes, stride sizes, pad sizes and pooling types.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* alg: enum


pooling type: kPoolMax, kPoolAvg





	global: int


if use global pooling






	caffe_flavor: int


	kernel_shape: a list of int


the size of the kernel along each axis (H, W)






	strides: a list of int


stride along each axis (H, W).






	pads: a list of int


pads zero for each axis (x1_begin, x2_begin…x1_end, x2_end,…). In case of input  of shape NCHW, the pads is (pad_top,pad_left,pad_bottom,pad_right)








## Priorbox

Priorbox operator computes the prior boxes for SSD (single shot detection) network. It will compute the prior boxes according to the original image size or specific image size defined by proto, as well as according to other parameters: max box size, min box size, aspect ratio for box etc.

Inputs:
* input: float32
* image_width:int32
* image_height:int32

Outputs:
* output: float32

Parameters:
* min_size: float32
* max_size: float32
* variance: float32
* aspect_ratio: float32
* flip: int32
* clip: int32
* img_size: int32
* img_h: int32
* img_w: int32

## PReLu
ReLu(Parameterized Rectified Linear Unit) takes one input data (Tensor) and produces one output data (Tensor) through yi=max(0,xi)+slope_i*min(0,xi) with slopes for negative parts.

Inputs:
* input: float32
* slope: float32

Outputs:
* output: float32

## Region
Region operator is used in YOLO network. It is a post process for the network output to rescale the output into [0,1]  for compute the final  detection out boxes.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* num_classes: int32
* side: int32
* num_box: int32
* coords: int32
* confidence_threshold: float32
* nms_threshold: float32
* biases: float32

## Resize
Resize layer used in several networks for upsampling. Current resize op supports two resize methods: bilinear_resize and nearest_neighbor_resize.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* type: 0 for NEAREST_NEIGHBOR, 1 for BILINEAR_RESIZE
* scale_w: float32, scale_w = out_w/in_w
* scale_h: float32, scale_h = out_h/in_h

## Reorg
Reorg operator is used in YOLO network. It is a process for the network to re-organize the data according the stride.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* stride: int32

## Reshape
The Reshape operator can be used to change the dimensions of its input, without changing its data.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* dim_0: int32
* dim_1: int32
* dim_2: int32
* dim_3: int32

## ReLu
Relu takes one input data (Tensor) and produces one output data (Tensor) where the rectified linear function, y = max(0, x), is applied to the tensor elementwise.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* negative_slope: float


the relu with negative_slope = 0.1, is also called leaky-activation




## RPN
Region Proposal Network(RPN) operator used in Faster-RCNN network. It generates proposal anchors.

Inputs:
* input0: float32


scoretensor





	
	input1: float32
	featmap tensor









Outputs:
* output: float32

Parameters:
* nms_thresh: float32


	post_nms_topn: int


postprocess_nms_topn






	
	per_nms_topn: int
	preprocess_nms_topn







	min_size: int


	basesize: int


	feat_stride: int


	anchor_scales: <float>


a list of anchor scales






	ratios: <float>


a list of ratios








## Roi_pooling
Roi_pooling operator used in Faster-RCNN network. It performs max pooling on regions of interest(ROI) specified by input.

Inputs:
* input0: float32


input0 is [N x C x H x W] feature maps on which pooling is performed.





	input1: float32


Input[1] [ R x 4] contains a list R ROI with each 4 coordinates.








Outputs:
* output: float32

Parameters:
* pooled_h: int


The pooled output height.





	pooled_w: int


The pooled output width.






	
	spatial_scale: float
	Multiplicative spatial scale factor to translate ROI coordinates from their input scale to the scale used when pooling.









## Scale

Scale operator computes the output as scaling the input Y=gamma*X+(bias).

Inputs:
* input: float32
* gamma: float32
* beta: float32

Outputs:
* output: float32

Parameters:
* axis: int


which axis to coerce the input into 2D, default is set to 1.





	num_axes: int


default set to 1






	bias_term: int


default set to 0








## Slice
Slice op takes an input and slices it along either the num or channel dimension, outputting multiple sliced tensors.

Inputs:
* input: float32

Outputs:
* output1: float32
* output2: float32

Parameters:
* axis: int


which axis to slice along, default is set to 1 (Channel).




## Softmax
Softmax computes the softmax normalized values. The output tensor has the same shape of the input shape.

Inputs:
* input: float32

Outputs:
* output: float32

Parameters:
* axis: int


which axis to coerce the input into 2D, default is set to 1.




## Feature_match

Feature-match computes the results of X*W+b with X as input,W as weight and b as bias.
Feature-match support update the weighti’s shape and datas.

Inputs:
* input: float32
* weight: float32
* bias: float32

Outputs:
* output: float32

Parameters:
* num_output: int


number of output, which is the size of bias





	refreshed: int


default value is 0, if set 1, refreshed the weight’s data










            

          

      

      

    

  

    
      
          
            
  # Tengine Serializer Develop Guide

## 1. Overview
This document defines the APIs and requirements to develop a serializer module for Tengine.
Each serializer module works on one specific model format only, such Caffe/ONNX/Mxnet/Tensorflow/Tengine.
The serializer module loads the whole model file stored in disk, and creates a Tengine in-memory IR, which is StaticGraph. The serializer module also can store the StaticGraph into disk in the specific format. However, current version of this document describes the loading process, which is more important than the storing process.

The section 2, class serializer, introduces interfaces that the developer should implemented.
The Serializer module’s load method MUST be MT-Safe: multiple threads can call the load method simultaneously. It is safe to assume that there is only ONE instance for a serializer module in system.

## 2. Class Serializer
All serializer module must be derived from class serializer. One serializer class should only implement one AI framework model load. While for a AI framework, it is possible that there are different serializer modules.

The interfaces of class serializer can be classified into below categories:

### 2.1 Load Interface
` c++
unsigned int GetFileNum(void);
bool LoadModel(const std::vector<std::string>& file_list, StaticGraph * static_graph);
`
GetFileNum() will return the number of files that need to load a model.<br>
LoadModel() will do all the work to parse the saved model and convert it to StaticGraph. The static_graph is created by the caller in advance.

### 2.2 Information Interface
`c++
const std::string& GetFormatName(void);
const std::string& GetVersion(void);
const std::string& GetName(void);
`

### 2.3 Helper Function: Operator Load Function Registry
`c++
bool RegisterOpLoadMethod(const std::string& op_name,const any& load_func);
any& GetOpLoadMethod(const std::string& op_name);
`
Register operator load function for operator op_name. This enables developer to implement operator load function outside the serializer module.

### 2.4 Optional Helper Function
Const tensor reload helper:
`c++
bool LoadConstTensor(const std::string& fname, StaticTensor * const_tensor);
bool LoadConstTensor(int fd, StaticTensor * const_tensor);
`
The developer can use GetTensorName() to get the tensor name. The memory to hold the tensor data should be allocated by those functions and the memory owner will be transfered to the framework.

## 3. SerializerFactory and Serializer Object Manager Interface
The user of the serializer module will get a serializer object through SerializerManager. <br>
For example:
`c++
SerializerPtr p_onnx;
SerializerManager::SafeGet("onnx", p_onnx);
p_onnx->LoadModel(flist, graph);
`
Each serializer module should register an object into SerializerManager during initialization phase. As it is requested that the serializer load method is MT-Safe, only ONE serializer object is enough for whole system.

Here is an example work follow of creating and registering a serializer object. It is optional to use SerializerFactory to create a serializer object.
```c++
auto factory=SerializerFactory::GetFactory();
factory->RegisterInterface<OnnxSerializer>(“onnx”);

auto onnx_serializer=factory->Create(“onnx”);
SerializerManager::SafeAdd(“onnx”,SerializerPtr(onnx_serializer));
```

## 4. Static Graph API
The static graph is Tengine in-memory IR and it is opaque to serializer module developer.
Four components are defined as the forward declaration and are manipulated through the static graph AI.
`c++
struct StaticGraph;
struct StaticNode;
struct StaticTensor;
struct StaticOp;
`

The description below only covers the loading process.

As different operator has its own parameter definition, the serializer developer must include the header file operator/<op_A>_param.hpp and use the parameter defined there. After the parameters are loaded correctly, SetOperatorParam() should be called. As some parameters may be not recorded in the saved model file, it is required to get the default parameter first, by calling OpManager::GetOpDefParam().

Here is an example of loading caffe’s concat operator:
```c++
static bool LoadCaffeConcat(StaticGraph* graph, StaticNode* node, const te_caffe::LayerParameter& layer_param)
{


ConcatParam param = any_cast<ConcatParam>(OpManager::GetOpDefParam(“Concat”));
const te_caffe::ConcatParameter& concat_param = layer_param.concat_param();


	if(concat_param.has_concat_dim())
	param.axis = static_cast<int>(concat_param.concat_dim());



	else
	param.axis = concat_param.axis();





StaticOp* op = CreateStaticOp(graph, “Concat”);
SetOperatorParam(op, param);
SetNodeOp(node, op);
return true;





}

The sections followed will list the API in detail. Please note that the serializer module MUST not release the object pointer, returned by CreateXXX API.

### 4.1 StaticGraph API
`c++
void DumpStaticGraph(StaticGraph * graph);
bool CheckGraphIntegraity (StaticGraph * graph);
void SetGraphInternalName(StaticGraph * graph, const std::string& name);
void SetGraphIdentity(StaticGraph * graph, const std::string& domain, const std::string& name, const std::string& version);
void SetGraphSource(StaticGraph * graph, const std::string& source);
void SetGraphSourceFormat(StaticGraph * graph, const std::string& format);
void SetGraphConstTensorFile(StaticGraph * graph, const std::string& fname);
bool AddGraphAttr(StaticGraph * graph, const std::string& attr_name, any&& value);
`

### 4.2 StaticNode API
`c++
StaticNode * CreateStaticNode(StaticGraph * graph, const std::string& node_name);
void SetNodeOp(StaticNode * node, StaticOp * op);
int AddNodeInputTensor(StaticNode * node, StaticTensor * tensor);
int AddNodeOutputTensor(StaticNode * node, StaticTensor * tensor);
const std::string& GetNodeName(StaticNode * node);
`

### 4.3 StaticOp API
`c++
StaticOp * CreateStaticOp(StaticGraph * graph, const std::string& op_name);
void SetOperatorParam(StaticOp * op, any&& param);
void AddOperatorAttr(StaticOp * op, const std::string& attr_name, any&& val);
`

### 4.4 StaticTensor API
`c++
StaticTensor * CreateStaticTensor(StaticGraph * graph, const std::string& name);
StaticTensor * CreateStaticConstTensor(StaticGraph * graph, const std::string& name);
void  SetTensorDim(StaticTensor * tensor, const std::vector<int>& dims);
void  SetTensorDataType(StaticTensor * tensor, const std::string& data_type);
void  SetTensorDataLayout(StaticTensor * tensor, const std::string& data_layout);
void  SetTensorType(StaticTensor * tensor, int type);
int   SetTensorSize(StaticTensor * tensor, int size);
void  SetConstTensorBuffer(StaticTensor * tensor, void * addr);
void  SetConstTensorFileLocation(StaticTensor * tensor, int offset, int file_size);
const std::string& GetTensorName(StaticTensor * tensor);
`

## 5. Major Header files

Here are the major external header files necessary to develop a serializer module.


serializer.hpp  :  the Serializer Interface as well as the SerializerManager
operator_manager.hpp  :  OpManager::GetOpDefParam
static_graph_interface.hpp  :  static graph interface
operator/xxx_param.hpp  :  Operator parameter




## 6. Example code

Refers to Tengine code repository: [serializer/caffe/caffe_serializer.cpp](../serializer/caffe/caffe_serializer.cpp) and [serializer/onnx/onnx_serializer.cpp](../serializer/onnx/onnx_serializer.cpp)




            

          

      

      

    

  

    
      
          
            
  
Winograd in Tengine

Tengine use winograd algorithm to accelerate convolution computations.

## Winograd Option
* default set to OPEN winograd
* if want to close winograd, export NO_WINO=1
* if want to re-open winograd, unset NO_WINO

## Example on RK3399
This example tests the winograd acceleration on 1A53 cpu on RK3399.


	
	Set CPU to 1A53:
	> export TENGINE_CPU_LIST=0







	
	run with default settings (with winograd ON)
	> ./build/tests/bin/bench_sqz -r10

Here is the results. It costs 128ms.
```

ENV SET: [0]
run-time library version: 1.6.1-github
REPEAT COUNT= 10
Repeat [10] time 128022.50 us per RUN. used 1280225 us
0.2763 - “n02123045 tabby, tabby cat”
0.2673 - “n02123159 tiger cat”
0.1766 - “n02119789 kit fox, Vulpes macrotis”
0.0827 - “n02124075 Egyptian cat”
0.0777 - “n02085620 Chihuahua”
```







	
	run without winograd
	`
export NO_WINO=1
./build/tests/bin/bench_sqz -r10
`
Here is the results. It costs 168ms.
`
ENV SET: [0]
run-time library version: 1.6.1-github
REPEAT COUNT= 10
Repeat [10] time 168045.09 us per RUN. used 1680451 us
0.2763 - "n02123045 tabby, tabby cat"
0.2673 - "n02123159 tiger cat"
0.1766 - "n02119789 kit fox, Vulpes macrotis"
0.0827 - "n02124075 Egyptian cat"
0.0777 - "n02085620 Chihuahua"
`
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